
VU Research Portal

Of systems and cancer

Boele, J.

2014

document version
Publisher's PDF, also known as Version of record

Link to publication in VU Research Portal

citation for published version (APA)
Boele, J. (2014). Of systems and cancer. [PhD-Thesis - Research and graduation internal, Vrije Universiteit
Amsterdam]. Gildeprint.

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal ?

Take down policy
If you believe that this document breaches copyright please contact us providing details, and we will remove access to the work immediately
and investigate your claim.

E-mail address:
vuresearchportal.ub@vu.nl

Download date: 24. May. 2023

https://research.vu.nl/en/publications/6804bec2-9f17-480f-b050-cd5063c55d6e


Chapter 7
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7. General discussion

The state of the art in systems biology

The chapters in this thesis tell of microRNAs, of sequencing, signaling, and
stoichiometric modeling, of biomass and tools. Despite their obvious differ-
ences, these topics have one thing in common: the systems they tie into are
relevant to cellular function (or dysfunction). But if we zoom out to look at the
bigger picture, they also tie into each other. In this final chapter, we will revisit
some of these earlier topics, and view them in the context of systems. . . and
cancer.

Let us begin our recapitulation of the subfields of systems biology in
this thesis on familiar ground. Since its first application, the analysis of
genome-scale metabolic models (GSMMs) has led to valuable insights for
a wide variety of species (see Chapter 1 and e.g. [151, 153, 164, 284, 334]). Of
course, Homo sapiens is among the species for which GSMMs have been recon-
structed [50, 155–157], and studies like those by Folger and Shlomi [160, 161]
have successfully harnessed existing knowledge to facilitate the generation of
new knowledge.

The insights gained from genome-scale modeling include suggestions on
how to use new combinations of existing pharmaceuticals to combat can-
cer [160], but as we described in Chapter 6, to date, all genome-scale modeling
approaches to human metabolism have ultimately used a mixture of human
and non-human data from various sources to make up the model’s final ob-
jective: the production of biomass. While the use of biomass as the be-all and
end-all of objectives is certainly debatable (see e.g. [163]), there can be no doubt
that the availability of any non-composite fully-human biomass equation will
enhance our understanding of human metabolism.

When we inserted our new biomass equation into the Recon 2 reconstruc-
tion and tried to import or produce all components, we already ran into some
issues. Notably, there were elemental imbalances in many reactions in Recon 2,
as well as in Recon 2.1. Perhaps surprisingly, these issues were known, but
the recently proposed solution, Recon 2.1x, while technically correct, made the
reconstruction so large it became unwieldy, and ended up replacing one prob-
lem with another [339]. An alternative, crowd-driven curation method was
recently proposed by the IMPROVER project team [346], and such ongoing
initiatives are more likely to be a future-proof solution to the technical issues
we encountered.

Model usability aside, the choice of biomass equation influences model-
ing results on a more biologically fundamental level. Using a more detailed
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biomass equation requires the activation of various biosynthetic pathways, in
addition to those the old biomass equation required. This is not surprising, as
the more complex biomass equation just places more demands on the under-
lying network, but it is important that we gain a quantitative understanding
of these differences and their consequences. These differences can be stud-
ied by characterizing more biomass components (e.g. of glycophospholipids)
and their connections to the underlying networks [339]; their consequences
become visible through gene or metabolite profiling (e.g. [45]).

In recognition of the pivotal position that abundant high-throughput data
have recently acquired in systems biology, I have mostly adopted a top-down
perspective on metabolism throughout this thesis. Data of this kind have
found their way into current-day metabolic models, for instance, in the form
of gene-protein-reaction (GPR) relations [124]. GPR relations codify which
gene produces a given protein, and which reaction this protein can perform
(either by itself or as part of a complex), so that genotype can be linked directly
to phenotype. The practical applicability of this information has so far been
limited, primarily because the availability of data is not yet at the point that
the genotype of individuals can be easily linked to their metabolic phenotype.

The GPR framework could extend to models of signaling/miRNA regula-
tion, as these models describe what happens between genes and proteins, a
conversion that is usually taken for granted in metabolic models (the step from
proteins to reactions, on the other hand, has been explicitly modeled [136]).
Unfortunately, our knowledge of the topology of the cell’s regulatory net-
works is lacking in some places, and our knowledge of the dynamics of these
networks is lacking in many places, especially where crosstalk enters the pic-
ture. To make matters more complicated, we do not know exactly where
our knowledge lacks. Therefore, creating a model that includes transcription,
translation, and the reaction that is eventually performed, as well as the reg-
ulatory processes that influence these phenomena, is currently still a utopic
vision.

But even if we were already there, the GPR framework would still require
a(n arbitrary) preprocessing step to go from expression data to something
that would fit the gene layer. The OME-matrix, the prokaryotic alternative,
explicitly models this expression dimension, and has so far come the closest to
providing a link between the dynamics of regulation and the relatively static
structure of the metabolic network. It does so by providing a framework
in which interactions between operons, metabolism, and expression can be
formalized [136].
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7. General discussion

Regulation is more complex in mammals, though. The well-known central
dogma of molecular biology holds that “DNA becomes RNA becomes protein”
[347] (Figure 7.1), and we have known for decades that regulatory proteins can
influence the transcription of DNA to RNA [348]. So far this could fit into an
OME-like framework, but more recent discoveries have indicated that small
RNAs can perform similar roles, and that these small RNAs, like proteins, are
themselves subject to regulation [349, 350] (Figure 7.1). While this does not
violate the central dogma, the two-way nature of these checks and balances
does preclude them from being properly represented using the GPR or OME
frameworks without major data (pre)processing.

Traditional frameworks are definitely not prepared for the layer of micro-
RNA regulation. In Chapter 2, we describe a novel mechanism by which the
abundance of microRNA-21 is regulated in an isoform-specific manner. Since
miRNAs are generally thought of as stable molecules [351], this finding sheds
new light on the regulation of the regulators, and it is fair to ask what this
means for systems biology. The answer is deceptively simple. Simple, be-
cause if there is an additional layer of regulation, then it should (eventually)
be added to our model of cellular function. Deceptively simple, because we do
not yet have any model that can encompass all the “old” modes of regulation
— at least not all at once.

But now that we know of this additional layer’s existence, we will want
to somehow determine its significance, either through experimentation or
through computational estimation (i.e. systems biological methods). Given
the modest effect on gene expression we observed (see Figure 2.4A), it is
unlikely that the addition of this extra layer to regulatory or metabolic models
would make a difference to predictions that were based on them in the past.
Still, we can only be sure of this once we elucidate the full extent to which this
mechanism influences regulation.

With all this talk of new mechanisms, it is easy to overlook the ones we are
already familiar with. The “conventional” high-throughput approaches like
microarray profiling and sequencing, which we dealt with above, focus on the
sequences of proteins and other targets, but we have long known that there is
more to proteins than their amino acid sequence. The phosphorylation state
of enzymes matters greatly to their function, both in metabolism as well as in
signaling (see Chapter 1 and e.g. [3, 22, 74, 81–86]). Therefore, it is important
to quantify phosphorylated protein isoforms in addition to total protein or
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Figure 7.1: The central dogma of molecular biology. Proteins are produced by translating messen-
ger RNA (mRNA) molecules into amino acid sequences. The mRNA, in turn, is transcribed from
the genome, which is made from DNA. This flow of information is highly conserved through-
out evolution (retroviruses are an exception, as they add one step in the inverse direction), but
the products of transcription and translation (RNA and protein) can exert influence on tran-
scription and translation. The dashed arrows represent RNA interference (RNA to translation),
transcriptional regulation (protein to transcription) and (post-)translational regulation (protein to
translation). As in these processes no RNA is produced from protein, and no DNA is produced
from RNA, they do not violate the central dogma, but they add a layer of complexity to the
simplistic “DNA becomes RNA becomes protein” mantra.

transcript levels, and microarray or sequencing approaches are not the tools
of choice for this.

Instead, the field traditionally relied on knowledge-driven research and
western blotting, but the recent implementation of reverse-phase protein ar-
rays (RPPA) has brought big data into the picture [248]. As a result, signaling
network dynamics can now be estimated based on high-throughput results,
rather than determined through specific, targeted experimentation. This has
the potential to accelerate knowledge generation in this field, and the approach
has been shown to work in practice [352].

The work on the CXCR4/CXCR7/CXCL12 signaling axis described in Chap-
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7. General discussion

ter 3 is another example of such a data-driven systems biological study of a
signaling network. It illustrates the application of high-throughput technol-
ogy in the identification of qualitative connections, or broadly speaking, the
network’s structure. Quantitative statements about the dynamics of networks
and interactions require even larger amounts of data, in addition to knowledge
of the network structure. Thus, in the case of CXCR7-mediated signaling, a
system whose network structure is poorly understood at present, we cannot
understand the dynamics before we understand the structure, and this is what
we contributed to in Chapter 3.

The methodological side of systems biology

In the section above, the analysis step that lies between data and knowledge
was omitted for readability, but the importance of appropriate methods for
analyzing large quantities of data is uncontested. Indeed, the availability of
methods that help make sense of data and models is an important determining
factor of the success of research. For example, the mathematical basis of stoi-
chiometric modeling and flux balance analysis was laid more than two decades
ago, but convenient tools to leverage this technique had yet to be developed
at that time [353]. Interestingly, the strain that FBA places on computational
resources is quite limited (solving large models would have been feasible two
decades ago — genome-scale models just weren’t there yet, because there was
no genome-scale data), but the use of the technique only accelerated when
larger models and adequate tools became available. Notable among the latter
for their widespread adoption by the community were PySCeS [147] and the
COBRA toolbox [148], but while these tools are highly versatile, they have a
steep learning curve which, for many users, already starts at the installation
step. The methodological work I have presented in this thesis can be seen
as an effort to make existing mathematical techniques accessible to a broader
audience of investigators and educators (Chapters 4–5).

In addition to facilitating the mathematical side of modeling, with FAME,
we broke ground by offering so-called “supervised” results visualization func-
tionality. Users can now superimpose results on a graphical map of metabo-
lism, without first having to supply their own hand-drawn map. Prior to
this, visualization had mostly been an afterthought. FAME’s initial visualiza-
tion capabilities were limited by the availability of high-quality base material
(specifically, the KEGG maps [281]), but this changed with our development
of a “universal map”: One that is both human and computer friendly, and that
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can be used for a multitude of species.
It is difficult to quantify the impact of a graphical representation of some-

thing on our way of thinking, but it is clear that it is there. In linguistics, a
related notion is known as “linguistic relativity”: The language you speak in-
fluences the way you think [354,355]. Similarly, most biologists will agree that
the impact of the “standard” two-dimensional representations of metabolic
pathways on our way of thinking about them has been huge. For instance,
virtually all biologists with basic knowledge of metabolism will schematically
draw core metabolism, and particularly glycolysis, the same way.

This has profound implications for the way we approach the questions we
face as scientists, which in turn suggests that if there were a zero-effort way
of visualizing our thoughts, data, and networks differently, or more compre-
hensively, then this would directly influence the way we generate hypotheses
and approach problems. The universal map we describe in Chapter 5 is a
first step upon this path, but in contrast to the WikiPathways and Recon
2 projects [50, 323], which are of an encyclopedic nature, expansion of this
map does not require encyclopedic knowledge from individual contributors
— they can just draw whatever they think is pretty or useful. Still, we feel
that a comprehensive map is of vital importance to the study of metabolism,
and its expansion will require a community effort. We have strived to make
this as seamless as possible by using the tried-and-tested Git collaboration
architecture [315].

The many aspects of systems biology

Systems biology is as multifaceted a field as cancer is a disease. Successfully
applying a systems approach to, well, any kind of biology requires the simulta-
neous consideration of many of these facets. At the same time, many of these
individual aspects are mature research areas in their own right, and taking
them for granted would not do them justice. Therefore, in this section, we will
explore several facets of systems biology in isolation, before reappraising the
bigger picture.

Of systems and software

A key feature of scientifically relevant work, in any field, is that it gives rise
to new ideas or inspires new research. Computational tools aid this process,
but to those interested in applied bioinformatics, also pose questions and
challenges of their own. For instance, spending time to create user-friendly
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7. General discussion

software, rather than plain raw functional software, is often frowned upon
in scientific software development (the installation procedure of the COBRA
Toolbox [148] is a testament to this). There seems to be an unspoken resignation
that installation procedures need only be marginally documented, and that
aspiring users just have to invest some of their time to figuring it out before
they can use their peers’ work to go do science.1

After all, scientists (generally) are smart people. But imagine the number
of extra (wo)man-hours these smart people could spend on asking and an-
swering interesting scientific questions if they would not have to figure out
complex installation procedures or troubleshoot poorly documented analysis
subroutines! Add to this the number of extra (wo)men that will be able to
carry out the analyses in the first place if adequately human-friendly software
is available, and the number of students that can be instructed in procedures
that were previously too complex, and it becomes clear that more time should
be spent improving the availability of computational methods, and less time
should be spent ridiculing those who cannot operate “good old-fashioned aca-
demic software” (a euphemism for “software that may or may not work as
advertized”).

Fortunately, in spite of the harsh-yet-hopeful words above, awareness of a
more user-centered perspective on scientific software has recently been build-
ing [356,357]. Thus, the future of systems biology, from a technology perspec-
tive, is one in which this growing field of scientists appreciate what software
can do for them, as well as what they can do for software.

Of systems and sequencing

In the field of sequence analysis, software is a dire necessity, but as we can now
generate data faster than we can interpret them, software matters recede into
the background once the raw data has been processed and the analysis can be-
gin. The technology-driven chapters of this thesis (Chapters 2 and 3) illustrate
this point, as there, too, the “bio” takes precedence over the “informatics”.

The biology-driven analyses, in turn, lead to new knowledge and more
questions, which new (high throughput) experiments can then be designed
for, leading to analysis and new knowledge and questions, etc. The inter-
twinement of systems and sequencing make “systems bioinformatics” more
than just a catchphrase, it is the art of asking the right questions. And with

1This is not only a problem with scientific software. In scientific literature, materials and
methods sections are usually insufficiently detailed to reproduce experiments and confirm con-
clusions.
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regard to the opportunities RPPA and smallRNA sequencing present, we are
not nearly out of good questions.

RPPA offers an unprecedented high throughput insight into the levels and,
more importantly, the phosphorylation states of proteins [248]. The questions
we asked and answered in Chapter 3 were of the obvious but necessary kind,
as the study of any system becomes much more meaningful once the system’s
structure is known. But since RPPA is an antibody-based assay that can
specifically target phosphorylated isoforms, we can think bigger.

How about simultaneously sampling the levels and phosphorylation states
of glycolytic enzymes, as well as metabolite levels, and using the resulting data
to refine our already fine-grained understanding of glycolytic kinetics [98]?
This could even be combined with an evaluation of the cells’ response to some
kind of stimulus, such as activation of CXCR4 or CXCR7 by CXCL12.

Likewise, our analysis of sequencing data leads to some interesting follow-
up questions, ranging from the obvious to the more far-reaching. As for the
former, does a loss of PAPD5, PARN, or other components of the tailing-and-
trimming machinery cause phenotypical alterations at the organism level?
This would speak to their significance, but more importantly, it could shed
light on idiosyncratic disease phenomena, which could in turn lead to therapy
development. Of course, homing in on the specific contribution of miRNA
tailing-and-trimming is complicated by the fact that PAPD5 and PARN also
have roles in the maturation of snoRNA-63 [202] and other small RNAs
(e.g. [214]), as well as by the involvement of other enzymes, like GLD2, in
the same processes [183, 193, 193].

Further removed from the work presented in this thesis, but no less inter-
esting, is the question of how sequencing data can help form connections in
our knowledge of metabolism and signaling on a broader scale. For instance,
single nucleotide polymorphisms (SNPs) were recently shown to have the po-
tential to influence various metabolic processes [358]. In chemokine signaling,
too, the influence of SNPs on phenotypical phenomena has long been known
and appreciated [359], and mutations that are relevant to human health have
been described for CXCR4 as well as CXCL12 [360, 361]. The combination of
this kind of genetic/phenotypic knowledge with our expanding knowledge of
the structures of the systems inside the cell will herald a new kind of insight,
one which will surely help form and reinforce our (mental) models of the link
between genotype and phenotype.
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Of systems and signal transduction

In signal transduction, the function of a protein is almost always ambiguous,
if its function is even known to begin with. This is a consequence of the
way signaling networks work, and the biochemical requirements this puts on
receptors and downstream effectors. Like metabolism [362, 363], the immune
system [364], and even the internet [365], signaling is often schematically
compared to a bow tie structure [366] (Figure 7.2A). There are many inputs
(receptors for different environmental stimuli), a relatively small number of
enzymes that integrate these many signals (the signal transduction network),
and a large number of executive outputs that can tell the cell what to do (mostly
transcription factors) [367].

CXCR4 and CXCR7 are receptors and obviously reside on the input side
of this imaginary bow tie, but the results of the RPPA experiment described in
Chapter 3 illustrate that despite the relatively small number of proteins in the
middle section of the bow tie, the complexity of this section far exceeds that of
the input and output sides (Figure 7.2B). Just like a real-world bow tie hides an
intricate knot in the center, so does the (woefully overused) biological analog.

So while Figure 7.2A may look elegant, it does not do justice to the complex
biology it describes. The signaling response to CXCL12 stimulation is an
illustration of this. The two chemokine receptors that bind this ligand elicit
different signaling responses, but exhibit crosstalk with each other and with
other receptor networks [368–370]. In part, this is due to the atypical β-arrestin
dependent signaling that CXCR7 has been associated with [228]. However, it
is fair to ask what the functional consequences are of having CXCR4, CXCR7,
both receptors, or none of them on the cell surface, and this is an important
future line of research.

It is tempting to think that CXCR4 is the major contributor to the CXCL12
response, with CXCR7 as a (minor) backup, but as it stands, the only reason
for this speculation would be our meager understanding of the response to
CXCR7 activation. It requires no explanation that this kind of reasoning cannot
stand on its own, so instead, in Chapter 3, we described the discovery of the
involvement of MAPK in the downstream signaling network of CXCR7 in
BT474 breast cancer cells.

Connections like these lay a qualitative foundation upon which quantita-
tive models can be based [371]. Ample examples of these systems approaches
to signaling exist and have yielded valuable results in the past [372–374], so
not only is the elucidation of the CXCR4/CXCR7 signaling network “an impor-
tant future line of research”, it is also a feasible one. Just like in metabolism,
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Figure 7.2: The bow tie representation of regulation. (A) In its classical form, the bow tie represen-
tation of regulation depicts many different inputs (stimuli), many different outputs (responses),
and a relatively compact core that sets in motion a specific (set of) output(s) when triggered by a
specific (combination of) input(s). The core is viewed as a black box with relatively few actors,
but the highly complex internals are never specified. (B) Those who venture inside the black box
invariably learn that the complexity of the interactions in the signal transduction core is vast, and
to reflect this, I propose the “poorly knotted bow tie” model of regulation. In this poorly knotted
bow tie, the knot is enlarged and its internals spill out into view, in an effort to more accurately
represent the complex and important contribution of the signal transduction machinery to the
integration of signals into actions by the cell.

however, stringing together multiple kinetic models of signaling is a tricky
endeavor, but just like for metabolism, an answer to this complexity lies in
abstraction. Petri nets are an implementation of one such answer [375–377],
and even though the first genome-scale Petri net model of signaling has yet to
be created, this future larger-scale signaling model would be mathematically
compatible with existing metabolic Petri net reconstructions [378].

Of systems and stoichiometric modeling

For metabolic models, stoichiometric models have been used to leverage struc-
tural information even in the absence of complete kinetic knowledge [326,379].
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7. General discussion

As the structural properties of models of human metabolism are unambiguous
and seldom form a source of disagreement, one would expect the resulting
models to be used to generate predictions that can subsequently be tested.
However, several issues have thus far stood in the way of this.

For one, Recon 1 and Recon 2 are reconstructions, and not models [50,
155]. The authors do indicate this (hence the “Recon” nomenclature), but
the inclusion in Recon 2 of a non-human biomass equation inadvertently
reinforces the misunderstanding that it is a model. Another issue is that the
format in which derivative models were made available (if they even were)
was not standardized, even though a suitable and widely ccepted standard
was available in the form of SBML [146].

This made existing work difficult to reuse. For instance, a Recon 1-based
model published by Folger et al. [160] requires extensive parsing to get it into
SBML format. Nevertheless, and perhaps surprisingly, information from the
model was reused: the biomass equation in Recon 2 was taken straight from the
Folger er al. model, which in turn had adapted it from (mouse) literature [46].
The fact that this biomass equation was not elementally balanced could easily
go unnoticed in the review process, as neither tools nor policies for checking
this type of supplementary information were generally implemented in the
review process.

Fortunately, this situation is on the verge of being remedied, as publishers
like PLoS are adapting their policies to mandate the deposition of mathematical
models into repositories, just like similar policies were developed for protein
structures and sequencing data in the past. This development will also make
it easier for reviewers to check for consistency between manuscript text and
modeling results.

To underscore the importance of readers and reviewers being able to eas-
ily reproduce modeling results, we implemented an innovative solution of
our own when we recently published a graphical map of Synechocystis me-
tabolism [322]. The web-based environment in which we made the map and
model available (http://f-a-m-e.org/synechocystis/) supports the reproduction
of all modeling results and figures in the article, and we encourage and offer
to facilitate all researchers who wish to follow this example when publishing
models and results. Additionally, with the biomass equation we present in
Chapter 6, modelers now have a starting point for making their work (truly)
specific to human cells. But between that and detailed reconstructions like
Recon 2.1 [339], where do the opportunities lie for future work?

The long term goal, of course, is integration of the metabolic domain with
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knowledge and data from neighboring fields, like the regulatory machinery.
A way to start, without requiring a priori knowledge of the combined system’s
full structure, is to assess what we know about the coincidence of a certain
regulatory state of the cell with certain metabolic states (or vice versa). Given
enough data points, such information may be used to elucidate the structure
of the network at the interface of regulation (in a broad sense) and metabo-
lism. Structural knowledge, in turn, can be leveraged by detailed models that
include a regulatory layer, much like was done for Escherichia coli by Thiele et
al. [136].

Until we get to that point, however, there are things we can do now with the
tools, knowledge, and data that are available. These things form up three broad
categories. Firstly, tissue-specific models can be generated by taking subsets
of the generic human metabolic reconstruction, based on e.g. gene expression
data. Bordbar et al. [164] exemplify this approach, and while their subsequent
analysis incorporated only the structure of the networks, their methods are
transferable.

Secondly, tissue-specific models can be used for tissue-specific simulations
by using tissue-specific data quantifying metabolite consumption and pro-
duction. The metabolite profiling study by Jain et al. produced such data for
the NCI-60 panel (sixty cell lines), which makes this data set useful for the
instantiation of single models as well as for semi-automated comparisons and
lead discovery [45].

Finally, we can leverage existing knowledge about the structure of the
human metabolic network and infer new knowledge or ideas from it. This
is the approach taken by Folger et al. and Li et al. [160, 380], who used drug-
reaction interactions in combination with the Recon 1 network structure and
predicted novel drug targeting strategies and synergies. It is to be expected that
this approach will soon be applied to the next generation of human metabolic
models (i.e. Recon 2.1/2.1x [339]), and our knowledge base increases further,
at very modest expense.

Of systems and cancer

All subfields of systems biology come together in the study of disease in
human cells. Cancer is notable among human diseases, as it lends itself to
being studied from the genome-scale metabolic perspective because of its
distinctive metabolic phenotype [1]. Given the many different arguments for
either a metabolic or a regulatory explanation, it is likely that the Warburg
effect is the result of a combination the two. Indeed, when viewed within
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7. General discussion

an integrative mental framework, the many interconnections between the two
realms argue for an integrative (but yet unknown) explanation. We have made
a case for this in Chapter 1, and the integrative context of these systems has
also been reviewed by others, who have reached similar conclusions [53].

There are potentially profound implications for the treatment of cancer if
this systems view becomes widely adopted and finds its way into the clinic. Of
course, most of the work in this thesis is of a very fundamental nature, and even
a corny speculative “bench to bedside” prediction would seem like a stretch
here. But it is also difficult to predict the shape an integrative approach to
cancer treatment would have to take, since the currently dominant paradigm
of evidence-based medicine [381] relies heavily on randomized controlled
trials to supply the evidence that give it its name.

Systems biology concerns itself with the (biochemical) mechanisms upon
which these trials are later based, but not so much with the trials or drugs
themselves. It is, in the clinical sense, a hypothesis-generating link in the
chain from bench to bedside (there, I did it); even as it generates and tests its
own biochemical hypotheses, the clinical implications are usually uncertain.
In other words, systems biology can be used to discover connections, that may
then later be exploited clinically.

Therefore, the onus is now on the systems biology community to not only
study individual systems, but to connect them, and to develop the tools needed
to do this. Working from the bottom up, while useful in the study of indi-
vidual systems, is not feasible in this realm, and loses out to high-throughput
approaches.

This grand vision of integration, first and foremost, means that a model of
how the regulatory (= signaling, transcription) and executive (= metabolism,
motility, etc.) systems interact will have to be developed. To maximize the
clinical impact of this understanding, the regulation of regulation (by e.g. mi-
croRNAs) will also have to be modeled, as it is highly likely that these phenom-
ena, too, influence cancer on various levels. For instance, even in the nascent
and fundamental field of miRNA modification, 3’ adenylation of a miRNA has
already been shown to influence the translation of p53 mRNA [193].

Although it cannot exist without building upon previous work in individ-
ual systems, the importance of an integrative view in the quest for a cure to
cancer cannot be overstated. It is in the context of this integrative framework
that the work that is described in this thesis will have to be assessed, and
hopefully prove useful in understanding the physiology of healthy and can-
cerous cells. Ultimately, both the scientific community, who will be required
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to team up and share credit, as well the general public, who will have to fund
them, will need to be convinced of the merits of this approach to make this
happen [382].

But the best summary of our current position in the fight against cancer
is perhaps in a quote from an ancient Chinese general, more than 2,000 years
before there even was a fight against cancer — and he did not have to worry
about funding.

Know yourself and know your enemy.
You will be safe in every battle.
You may know yourself but not know your enemy.
You will then lose a battle for every battle you win.
You may know neither yourself nor your enemy.
You will then lose every battle.

— Sun Tzu, The Art of War
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